
Author: Spencer Breiner, CMU Dept. of Philosophy

This is a working draft of one chapter of a master’s thesis which is currently in

production. Please feel to circulate copies to anyone you might know who would

be interested. Comments or questions should be directed to sbreiner@andrew.cmu.edu.

1 Structuralism

In 1965, Paul Benacerraf’s classic paper What Numbers Could Not Be [?] in-

troduced mathematical structuralism to mainstream philosophy. The paper

challenges the idea that set theory provides a reasonable ontology for mathe-

matics; an ontology of abstract structures is suggested in its place. The ensuing

philosophical discussion has been dominated by attempts to flesh out this struc-

tural ontology. A hot topic in the nineties, some of the most familiar names in

mathematical philosophy weighed in: Geoffrey Hellman [?][?], Charles Parsons

[?], Stewart Shapiro [?][?], Michael Resnik [?] and others.

In large part, we have found that any pre-structrual mathematical ontology

which sounds reasonable can be leveraged into a structural version. We can have

realist, modal, nominalist or fictionalist structuralisms, and each brings along

its own familiar baggage. So although we may be more inclined to dismiss a

set-theoretic ontology, Benacerraf’s proposal nets us little in establishing once

and for all a philosophically robust replacement.

This focus on ontology is unfortunate because it largely misses the point

of the mathematician’s structuralism. In fact, an account of the mathematical

benefits of structuralism is better served by analyzing the failures of Benacer-

raf’s argument than by following his suggestions. The critical choice which he

presents as unprincipled is, in fact, a choice that mathematicians have long set-
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tled, and for good reasons. The reasons are inherently structural, and manifest

themselves in definitions and proofs which are at once clearer and more effi-

cient. These considerations are formalized in the language of category theory,

the modern mathematics of abstract structure.

Category theory can also help us to understand why the philosopher’s focus

is misplaced. Although mathematical practice has forced a recognition of object-

level structuralism, philosophers tend to return to traditional philosophies (e.g.

realism/anti-realism) when addressing mathematics as a whole. Structuralism

for the mathematician is a much more radical idea: mathematics is itself a sort

of structure, and as such it should be analyzed structurally. In the large as well

as in the small, it is not the underlying identity of structures which interests

us, but instead the relationships between them. There is even a formal sense in

which structural mathematics is invariant under choice of ontology; whether we

are realist, platonist or fictionalist, the body of mathematics ends up the same.

One of the perks of structuralism for the mathematician is precisely that it cuts

off mathematics from these traditional philosophical worries.

1.1 Benacerraf’s and his legacy

When we reduce the natural numbers to sets, we typically identify a natural

number n ∈ N with the set of numbers which precede it:

n = {0, 1, 2, 3, . . . , n− 2, n− 1}

Thus 0 is the empty set, since there is no smaller number. Continuing

0 = ∅, 1 = {∅}, 2 = {∅, {∅}}, 3 = {∅, {∅}, {∅, {∅}}}, . . . . (VN)

The successor operation, which maps n 7→ n + 1, is then given by the set-

theoretic operation n 7→ n ∪ {n}. These sets are known as the Von Neumann

ordinals.
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However, these are not the only ordinals in the universe of sets. Previously,

Ernst Zermelo defined a system of natural numbers whose successor operation

is given by n 7→ {n}. So in Zermelo’s system we have

0 = ∅, 1 = {∅}, 2 = {{∅}}, 3 = {{{∅}}}, . . . . (Z)

The question now becomes: Which set is the natural numbers and which is the

pretender? More formally, we may ask whether the empty set is a member of

3? Lacking a principled means of deciding between the two options, Benacerraf

takes the most reasonable response to say that neither set is the collection of

natural numbers. Rather, both are simply models of the same abstract struc-

ture. The ∈ relation is not an aspect of this structure, so there is simply no fact

of the matter about the membership of the number three.

The natural question then becomes “What are these structures?”. Benacer-

raf skirts this question, but it has come to dominate the ensuing philosophical

discussion. Shapiro’s 1997 book Philosophy of Mathematics: Structure and On-

tology is as much a catalog of possible answers as it is a defense of any particular

view.

Shapiro himself settles on a theory generally known as ante rem structural-

ism. Here abstract structures are instantiated by systems in a relation similar

to that of types and tokens. Shapiro is a realist, inasmuch as he believes that

structures are ontologically prior to the systems which exemplify them. He

suggests the metaphor of a government and its offices. The presidency of the

United States existed before the first presidential election, and the office itself

would remain unchanged if John Adams had taken the seat rather than George

Washington. In much the same way, the 2 slot of the natural number structure

can be filled by either {{∅}} or {∅, {∅}}, and the natural numbers themselves

existed long before (formal) set theory.

It is fair to ask what this sort of account nets us. How is this abstract struc-

ture of slots and relations different from a platonistic conception of the natural
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numbers? The problem for platonism has always concerned epistemology rather

than ontology and here Shapiro’s proposal has something to offer; the concrete,

physical systems which instantiate a structures offer us a reasonable path to

knowledge.

A competing class of proposals, uneasily grouped under the heading of elim-

inative structuralism, aim to do away with abstract ontological commitments

altogether. Such approaches take several routes. The fictionalist argues that

mathematical truths have the same character as truths in fiction. Sherlock

Holmes smokes a pipe, even though he doesn’t exist, and the natural numbers

contain an infinite set of primes in just the same sense. This approach is not

without promise, but as yet we lack a clear philosophical picture fictional truth.

Tied up with the intuitions of the Quine’s indispensibility argument, we may

also worry that mathematics informs the physical world in a way that fiction

does not.

Alternatively, the nominalist argues that the names of mathematical objects

really do refer, but that they refer to physical entities. A notable contribution

to this program in Hartry Field’s Science Without Numbers [?], where subsets

of physical space are taken as surrogates for real numbers and functions.

One obvious concern with this approach is that the real line may only appear

to model physical space. Given quantization at the subatomic level, it is en-

tirely possible that our universe may contain only a finite (but immensely large)

number of physical objects. This would certainly be a blow to the nominalist

program, but it also provides trouble for the realist. Without concrete models

of the natural numbers, the ante rem structuralist still requires an epistemol-

ogy. Even if we believe that the universe contains an infinite number of physical

objects, this is a far cry from realizing the set-theoretic hierarchy. Of course,

we could give up the higher reaches of set theory, but many philosophers are

uncomfortable with such revisionism.

A strategy to allay this worry has been proposed by Hilary Putnam [?] and

4



worked out to some degree by Geoffrey Hellman [?], relying on an observation

about modal logic. In weaker variants of modal logic, the possible existence of a

given type of object is a weaker claim than the (definite) existence of a possible

object. In symbols,1

♦(∃x ϕx) 6→ ∃x(♦ ϕx).

If statements about the natural numbers express properties of any possible con-

crete number system, rather than any actual systems, this reduces our ontolog-

ical commitment. Even in a finite universe, we can make sensible statements

about infinite collections. There is a cost on the epistemological front, however,

as we now require an account of how we come to know about necessity and

possibility.

1.2 Structuralism simpliciter

With at least five flavors of structuralism on the table the reader may be excused

for asking, at this point, just what we mean by structuralism simpliciter. The

philosophical literature is unhelpful in providing a simple slogan or definition

for the term. This is a bit surprising, given that our family of ontologies all

developed out of a common mathematical tradition.

I believe that much of the difficulty in settling on a common understanding of

structuralism emerges from a deep misunderstanding of the structural project.

Following on Benacerraf’s proposal, philosophers have tried to use structural

ideas to tell us what mathematics is. On the contrary, structuralism is better

understood as a prescription about how we ought to conduct our mathematical

researches and phrase our final results. To understand these prescriptions, we

will peek into one of the critical chapters of early structural thought: non-

Euclidean geometry.

In particular, we will study a specific geometric figure D (see figure below):

1For more details, see Barcan Formula at [?]. This is the dual formula involving ∀ and �.
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begin with a regular hexagon and inscribe in it a circle. Let `1, `2 and `3

be the lines which connect opposite points of tangency. Consider two of D’s

mathematical properties:

(I) `1, `2 and `3 intersect in a single point.

(L) `1, `2 and `3 have the same length.

Although we convince ourselves of I and L by examining a single diagram,

nothing hinges on our particular construction; any rotated or translated figure

would do just as well. Such distance-preserving transformations are known as

isometries and we say that the properties I and L are invariant under isometry.

Figure 1: D together with rotated and translated images.

The notion of an invariant property for a class of similar mathematical ob-

jects is central to all flavors of structuralism. For more general classes of struc-

tures, isomorphism takes the place of isometry. We think of an isomorphism

as a transformation which can be undone, just as we can undo a rotation by

twisting in the opposite direction. One can easily show that isomorphism is an

equivalence relation. For a structuralist, this notion of equivalence will largely

replace that of equality and this allows us to discuss our diagram as if it were

a unique object.
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Consider how this attitude towards structuralism interacts with some of the

theories which we considered in the first section. The ante rem structuralist

holds that there is some abstract D-structure with slots for a hexagon, a circle

and several lines, satisfying certain relations of concurrence and tangency. I and

L are true of this abstract structure, and hence also of D and the other concrete

diagrams (systems) instantiating it. An eliminativist denies such an abstract

structure and thinks of I and L as simply common properties of a collection of

isometric figures.

Whether we want to associate systems with abstract structures or with each

other, the heavy lifting is done by the purely mathematical notion of isomor-

phism. Consequently, the mathematical content of I and L is entirely the same

regardless of the ontology to which we subscribe.

Let us return to circles and hexagons. Thus far I and L appear to be on

par with one another, but if we broaden our notion of transformation, we find

that I is a deeper geometric truth than L. To see what this mean, imagine we

want to tile a large room and we are thinking of using D as the tile. Before

beginning the project, we would like to know how the final outcome will look,

so we create a perspective drawing. We see that I continues to hold for the

transformed figure while L clearly fails.

Figure 2: I is invariant under change in perspective while L is not.
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The mathematics of perspective is known as projective geometry, one of a

very few mathematical sciences which owes its early development to the arts

rather than the sciences. We see by inspection that L fails for projective trans-

formations; this is no surprise, since the apparent length of a line segment

obviously depends on the angle at which we view it. Although I will not pro-

vide a proof, I is an invariant property of projective transformations; again this

is quite natural since properties like straightness, tangency and intersection re-

main fixed as we vary our perspective. We say that I is a projective property

of the figure D while L is (merely) a Euclidean property.

We should be a bit careful about this statement. In particular, the prop-

erties of being a circle or a regular hexagon are not invariant under projective

transformations. Consequently, our description of D no longer makes sense.

Under projections, circles transform into conics and regular hexagons transform

into arbitrary hexagons. Thus our translation of I into projective vocabulary

ought to say the following:

Brianchon’s Theorem. Given any conic inscribed in a hexagon, the lines

connecting opposite points of tangency are concurrent.

This difference between I and L goes to the heart of our second structural

observation: the mathematical properties of a given object (i.e., D) depend on

the allowed transformations of that object. If we allow only Euclidean transfor-

mations, L is a property of D, while if we allow projective transformations it is

not.

We should note that there is real mathematical content in the above obser-

vation. We began with I, a property of a particular Euclidean figure D = DE .

We then say that I is actually a property of the projective figure DI . But DI

corresponds to many different Euclidean figures; in fact, any Euclidean hexagon

with inscribed conic is projectively equivalent to DI . By passing to projective

geometry and back again, a property which initially applied only to regular
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hexagons is generalized to a theorem about all hexagons.

This situation is quite typical. When we add to the class of allowed transfor-

mations (e.g., adding projections), we often identify objects which were previ-

ously distinct (regular and irregular hexagons). Those properties which distin-

guished them previously (L) fail to be preserved under the new transformations;

these properties lose their meaning in the new context. However, other proper-

ties are preserved by the new tranformations (I). If we can show that such a

property holds of a given object A, we know immediately that it must also hold

of any other object B which is identified with A by the new transformations.

This shows that invariance is closely tied to the process of generalization.

Any time we have an argument about a specific mathematical object which

depends only on properties which are invariant with respect to some sort of

transformation, then we may immediately generalize the argument to a theorem

regarding a (typically much larger) class of objects. In just this way the theory

of unique factorization in abstract rings provided an important early success

for structural thinking, especially in the work of Hilbert and Noether; see Leo

Corry [?] for a detailed account.

Of course, this distinction between Euclidean and projective properties ap-

plies not only to hexagons but to all plane figures. To argue about geometric

figures uniformly, we need a notion of projective space akin to that of the Eu-

clidean plane.

Following Euclid, the initial development for projective geometry was ax-

iomatic. Here the basic entities are lines and points. A line and point are

incident if the point lies on the line. As in Euclidean geometry, any two points

determine a unique line. However, we drop the parallel postulate in favor of the

simpler axiom stating that every pair of lines intersects. Thus the axioms take

the harmonious form2:
2Modern axiomatizations typically add in some further axioms to avoid degenerate models.

See [?] for details
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Axioms for Projective Geometry

1) Every pair of points determines a unique line (the join) which is

incident on both.

2) Every pair of lines determines a unique point (the meet) which is

incident on both.

Today the axiomatic characterization seems quite natural, but in the 18th

century it was an object of some suspicion. In the move to projective geometry

we lose many deep properties of physical space, including “parallel” and “clock-

wise”. Nonetheless, we have seen that we may use projective geometry to prove

theorems in Euclidean geometry. The correspondence is mediated by a line of

points “at infinity” where the parallel lines in Euclidean geometry meet. Much

like the infinitesimals of the calculus, these ideal points raised worries about the

consistency and applicability of projective geometry.

These worries were laregly laid to rest Möbius, who developed a model for

the axioms inside Euclidean space. The background for our model will be three-

dimensional Euclidean space. The “points” of the our model will be the lines

in space which pass through the origin. Similarly, the “lines” are planes which

pass through the origin. Quite naturally, a “point” p and “line” ` are incident

whenever the line p lies on the plane `. The lines corresponding to any two

“points” will intersect at the origin. These intersecting lines are contained in

a unique plane, so our model satisfies axiom 1. On the other hand, two planes

passing through the origin (i.e., “lines”), will always intersect in a line through

the origin. This gives us a “point” incident on both, satisfying axiom 2. Thus

Möbius’ construction is a model for projective geometry.
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Möbius’ model for projective geometry

Projective plane ! R3 \ {(0, 0, 0)}

Points (p1, p2) ! Lines through origin (`1, `2)

Lines (L1, L2) ! Planes through origin (π1, π2)

L = Join(p1, p2) ! π = span(`1, `2)

p = Meet(L1, L2) ! ` = π1 ∪ π2

While this model helped to give legitimacy to projective geometry, it also

began to loosen the bonds between our syntactic vocabulary and our semantic

models. Although we may have used our intuitions about points and lines to

develop our theorems, the truth of our theorems does not appear to depend on

any intrinsic qualities of these entities, because these truths apply just as well

to the entirely different entities of Möbius’ model.

The question here is whether the “points” and “lines” of projective geometry

are defined implicitly, as anything which (under some interpretation) satisfy our

axioms, or whether we really are talking about some definite entities. Möbius’

model does not preclude this possibility, although to adopt the position we

might have to acknowledge that we were actually talking about lines and planes

all along. However, there is another facet of projective geometry which renders

this approach implausible.

The property in question is known as duality. If we swap every occurence of

“line” and “point” in the axiomatic system above, we get back the same system.

This means that for any proven theorem of projective geometry, we can obtain a

dual theorem just by switching all the occurences of “point” and “line”, as well

as defined terms like “colinear” and “concurrent”. Thus dual to Brianchon’s

Theorem, we have Pascal’s theorem (see figure below):

Brianchon’s Theorem. Given any conic inscribed in a hexagon, the lines
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connecting opposite points of tangency are concurrent.

Pascal’s Theorem. Given any conic circumscribed in a hexagon, the inter-

section points of opposite sides are co-linear.

Figure 3: Instances of Brianchon’s and Pascal’s dual theorems.

This forces us to conclude that, whatever the relation between proof and

truth, it does not depend on any intrinsic properties of the systems in questions.

Indeed, whatever intrinsic properties the proof of Brianchon’s theorem might

have depended on (whether of points, lines or anything else), those properties

will be exactly backwards when we apply the same proof to Pascal’s theorem.

In the 18th and early 19th centuries, projective geometry helped to uncover

some basic structural tenets. First and foremost, geometers slowly came to real-

ize that the mathematical properties which can be applied to a class of objects

depends intimately on the allowed transformations which take one to another.

As we will see in the following section, this observation lies at the very heart

of category theory. Once we have specified our allowed transformations, those
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properties which hold of one object also hold, mutatis mutandis, of any object

isomorphic to it. Whether we wish to phrase our mathematical statements in

terms of isomorphism types (as the ante rem structuralist might prefer) or as

a generalization about all isomorphic objects (as the eliminativist might urge)

makes no substantive difference in practice. Finally, we see that, beyond sat-

isfaction of axioms, our formal arguments place no restrictions on the types of

objects to which a theory applies; intrinsic character is irrelevant to the struc-

turalist.

Each of these three points, especially the latter two, casts doubt on the

necessity of Benacerraf’s ontological program. On one hand, identifying the on-

tology of structures would only be a first step toward a structural understanding

of mathematics because we must still understand the transformations between

structures. Category theory addresses these issues in the theory of functors

and natural transformations, notions which have received too little attention

from philosophers occupied with other topics. At the same time, the body of

mathematics would remain unchanged whether our background ontology is re-

alist, nominalist, fictionalist or something altogether different, so long as we

have a buffer of structuralism between the mathematics and the philosophy.

Rather than ascribe to mathematics a particular ontology, we should recog-

nize it as the common structure of all these structuralist ontologies, a sort of

meta-structuralism. If we require a slogan, as philosophers often do, let it be

this:

Mathematics is invariant under change in ontology

In the next section, we will see how mathematicians have formalized these

observations in the discipline of category theory. This will set the stage for an

analysis of how structural ideas can help us to understand the actual decisions

that mathematicians make. In particular, we will see why structural considera-

tions make Von Neumann’s ordinals a better and more efficient definition than
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Zermelo’s.

1.3 Formalizing structure

In the last section, we extracted several structural morals from the consideration

of geometrical objects. Here we will see how these ideas find their expression in

category theory, the modern mathematics of structure.

First and foremost, the properties of a class of mathematical objects depend

on the transformation which we allow between them. For triangles, area is a

Euclidean property because it is preserved by isometries, but it is not a projec-

tive property because all triangles are projectively equivalent. This observation

goes to the heart of category theory, where transformations are treated on equal

footing with objects themselves.

A category3 C is defined by a set of objects C0 and a set of transformations

C1 (usually called arrows or morphisms). From each morphism f , we can

produce two objects: the domain or source A = dom(f) and the target or

codomain B = cod(f). This information is usually denoted graphically as

f : A→ B.

If f transforms A into B and g transforms B into C, then we ought to be

able to transform A into C by applying first f and then g; f and g are said

to be composable if cod(f) = dom(g). Corresponding to this intuition, every

category has an operation of composition (usually denoted ◦) which takes the

arrows f and g to a single arrow g ◦ f .4

A
f

//

g◦f
++

B g
// C

Given three composable arrows

A
f−→ B

g−→ C
h−→ D,

3The material presented here is basic and can be found in any reference. See [?] or [?]
4Since in many cases our arrows are some variety of function, we follow the functional

convention of writing the first transformation on the right, so that (g ◦ f)(x) = g(f(x)).
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we might conceivably have two arrows between A and D, depending on whether

we compose first at B or at C. However, consider the following verbal descrip-

tions:
• First transform A into B, then transform B into C and C into D

• Or, first transform A into B and B into C, then transform C into D

Intuitively, these ought to describe the same transformation, and, indeed, this

is the first axiom of category theory. Translated into symbols, we find that

composition should always be associative:

(h ◦ g) ◦ f = h ◦ (g ◦ f).

This allows us to draw sensible diagrams of arrows in which each path of

arrows (head to tail) itself determines a unique arrow between its endpoints.

Thus from the following diagram

A
f - B

g - C

A′

α

? f ′ - B′

β

? g′ - C ′

γ

?

we can define exactly three arrows from A to C ′ depending on whether we follow

a path through α, β or γ.

A diagram is said to commute if any two paths between a pair of objects

generates the same arrow by composition. Thus to say that the above diagram

commutes is shorthand for five equations5 (the final three follow directly from

the first two)

f ′ ◦ α = β ◦ f

g′ ◦ β = γ ◦ g

g′ ◦ f ′ ◦ α = g′ ◦ β ◦ f = γ ◦ g ◦ f
5Although category theory is usually developed using equality, this does not violate our

structural moral regarding isomorphism and equality because any equivalence relation will

do just as well. This is exactly what we do, for example, when we build categories from the

lambda calculus, whose arrows are closed terms up to (β-η)-equivalence.
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Finally we will require that for each object C, there should be a special

morphism 1C : C → C which acts as an identity for composition. Thus for

any f : A → B we have f ◦ 1A = f = 1B ◦ f . If we wish, this allows us to

develop category theory without objects at all, taking these special morphisms

in their place. However, this move provides no real mathematical benefits and

it obscures the diagrammatic reasoning which help to make categories such a

useful tool.

One particularly powerful aspect of category theory is its reflexivity, meaning

that we can apply the language and results of category theory to categories

themselves. On this view, categories themselves are objects. To make sense of

this, we must decide what is the proper notion of a morphism between categories.

This is cashed out by the following definition.

A functor6 F : C → D is a pair of functions F0 : C0 → D0 and F1 : C1 →

D1 such that for any arrows and objects f : C → C ′ and g : C ′ → C ′′ we have:

domD(F1(f)) = F0(domC(f))

codD(F1(f)) = F0(codC(f))

F1(1C) = 1F0(C)

F1(g ◦C f) = F1(g) ◦D F1(f)

It is trivial to show that functors compose, and that the identity on a cate-

gory is a functor. This makes the class of categories and functors into a category

Cat in its own right (modulo some foundational worries).

We can think of functors in (at least) two different lights. Our first examples

of categories are usually proper classes of objects: sets, groups, topological

spaces, etc. A functor on a large category such as these can often be thought

of as some sort of uniform construction which applies to all objects of a class in

virtue of their underlying structure.
6This actually gives the definition of a covariant functor. We also have the dual notion

of a contravariant functor, which swaps domains for codomains and reverses the order of

composition
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For an example of such a construction, we may take a set X of symbols

and produce the collection M(X) consisting of all finite strings built from these

symbols (known as the free monoid generated by the set X). This set has a

natural “multiplication” defined by concatenation:

(a1a2a3 . . . an) ·M(X) (b1b2 . . . bm) = (a1 . . . anb1 . . . bm).

This construction is functorial because, given a set function f : X → Y , we may

construct a function M(f) : M(X)→M(Y ) in the obvious way:

M(f)(a1a2a3 . . . an) = f(a1)f(a2) . . . f(an).

M(f) respects the multiplication of M(X) and M(Y ), so it is an arrow in the

category of monoids. All together, these observations establish that M is a

functor from the category of sets to the category of monoids.

However, it is often also useful to consider smaller categories in which the

objects have no underlying structure. For example, we might consider a category

J consisting of exactly three objects and two (non-identity) arrows:

α

β
�

γ

-

A functor from J to another (typically large) category C gives us a picture

of J inside of C. For example, if C = Sets, then a functor F : J → C consists

of three sets Fα, Fβ and Fγ , together with two set functions fαβ : Fα → Fβ and

fαγ : Fα → Fγ .

Thus we think of a small category as a structured index set and functors

as indexing mechanisms. Each object of J corresponds to an object C which

is in the image of the functor. The arrows of J tell us about the relationships

between these indexed objects, in terms of arrows from C.

The last concept that we must discuss before returning to Benacerraf’s ar-

gument is the idea of a universal mapping property, usually introduced via the

notion of a product.

17



Consider the Cartesian product in Sets. This is usually defined as

A×B = {〈a, b〉|a ∈ A & b ∈ B}

We should be slightly careful here, as the ordered pairing 〈−,−〉 is not given

by the axioms of set theory; rather it is usually defined by a suggestion of

Kuratowski: 〈a, b〉 := {{a}, {a, b}}. However, we might have chosen another

definition, and we should be sure facts about the product do not depend on

this contingency. In other words, we need to see that “product” is a structural

notion.

First note that the (usual) cartesian product A × B comes equipped with

projection maps into A and B which pick out the first and second element of

a pair, respectively. If we have a map of Z into A × B, we can compose with

these projections to give a pair of maps Z → A and Z → B. We can also do

the reverse: for any pair of maps f : Z → A and g : Z → B we can define a

map into the product by 〈f, g〉(z) = 〈f(z), g(z)〉.

This observation can be rephrased this into a purely structural definition,

applicable in any category. A product of two objects A and B in a category C

is an object P together with arrows p1 : P → A and p2 : P → B satisfying the

following universal mapping property (UMP):

For any other object Z equipped with maps f : Z → A and g : Z →

B there exists a unique arrow ζ making the diagram commute:

Z

A �
p1

f

�
P

∃!ζ

?

p2

- B

g

-

We may check that this definition encompasses the particular products which

had previously been defined for sets, groups, rings, topologies and many other

sorts of mathematical entities. This is prima facie evidence both that “product”
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is an inherently structural notion and that this definition captures our intuitions

regarding such constructions.

We might worry that this defines a product rather than the product and,

indeed, this construction is not unique. However, the UMP easily implies that

any two products must be isomorphic. Indeed, if P and P ′ are two products,

then the existence condition of the UMP provides maps P
f→ P ′

g→ P making

the diagram commute:

P

P ′

f

?

A �
p1

p1

�

p′1

�
P

g

?

p2

- B

p2

-p′2
-

Looking only at the outer triangle, we see that g◦f is the unique map P → P

making the outer product diagram commute. However, one sees immediately

that the identity 1P also makes the diagram commute. Thus the uniqueness

condition of the UMP forces g◦f = 1P . Hence g = f−1 and P and P ′ are indeed

isomorphic. Exactly the same style of proof shows that any object defined by

a UMP is unique up to isomorphism and, as structuralists, this is usually good

enough.

With these definitions in hand, we now return to Benacerraf’s argument

regarding the Von Neumann and Zermelo ordinals. Benacerraf regards these

two options as interchangable, but this runs contrary to the empirical fact that

mathematicians prefer Von Neumann’s definition. By focusing on ontology and

failing to acknowledge mathematical practice, Benacerraf misses the true con-

tribution of structuralism to philosophy: helping us to understand what makes

mathematics more than a formal game.
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1.4 Finite sets and structural arithmetic

In this section, I want to convince you that there are, in fact, are good reasons

to prefer Von Neumann’s ordinals to Zermelo’s. Isolating the set of natural

numbers is only the first step in a reduction of number theory; we must also

define operations and relations like × and < and show that they satisfy the

expected properties. The VN ordinals better reflect the structure of the natural

numbers (n has n elements, after all), and this allows us to borrow existing

set-theoretic tools to aid in our construction.

This distinction is clearest in the case of order properties, where Von Neu-

mann’s definition takes the simple form

m ≤ n ⇐⇒ m ⊆ n.

For Zermelo the definition is not so simple. We must discuss iterated element-

hood and build up a rudimentary theory of chains before we can even state the

definition.

We can interpret this observation categorically by thinking of a partially

ordered set as a particular sort of category, where between any two objects we

have at most one arrow (this is the condition of anti-symmetry). ≤ is reflexive,

so we get an identity arrow for each object. Finally, if a ≤ b and b ≤ c, we can

“compose” the arrows by transitivity: a ≤ c.

This suggests that we may think of N as an index category

N = •0 → •1 → •2 → •3 → . . . .

From this viewpoint, the VN definition becomes a functor from N into Sets,

where the image of •n → •n+1 is the inclusion of sets n ↪→ n+1. This approach

is unavailable to Zermelo because ∈ is not an arrow in Sets; this manifests in

a failure of transitivity, forcing us to develop the theory of ∈-chains mentioned

above.
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When we move to the algebraic operations, we make use the fact that an

ordinal set in VN is entirely determined by its cardinality (denoted by | − |).

This allows us to define multiplication in N in terms of the set-theoretic product

m×N n = |m×Sets n|.

Similarly, the sum is defined in terms of the disjoint union

A⊕B = {〈a, ∗〉|a ∈ A} ∪ {〈b, †〉|b ∈ B}.

This is the coproduct in Sets and satisfies a universal mapping property dual

to that of the product, as suggested by diagram:

A - A⊕B � B

Z

∃!

?�
-

It is worth noting that these definitions, translated into pictures, are precisely

the definitions one finds in a child’s elementary arithmetic book. For Zermelo,

we must instead give explicit recursive definitions for our operations.

Because bijection is enough to establish equality under VN, our proofs be-

come simpler as well. For example, if we wish to show the commutativity or

addition or multiplication, it is enough to establish the following bijections

A⊕B ∼= B ⊕A

〈a, ∗〉, 〈b, †〉 7→ 〈a, †〉, 〈b, ∗〉.

A×B ∼= B ×A

〈a, b〉 7→ 〈b, a〉.

A final advantage to Von Neumann’s definition, external to the theory of

the natural numbers itself, is perhaps the most important advantage VN. This

concerns the extension of the number sequence to transfinite ordinals.
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Under VN, each finite ordinal is defined to be the set of numbers which

preceed it. It is natural, then, to define the first infinite ordinal to be the

collection of all the finite ordinals

ω = {0, 1, 2, 3, 4, . . .}.

The successor operation n 7→ n∪{n} applies just as well to ω as to finite ordinals,

so we can iterate this procedure. Repeated ad infinitum, this will yield the class

of all ordinal numbers, one of the most useful tools in analyzing the theory of

sets. By contrast under Zermelo’s definition, there is no single element

η =

ω times︷ ︸︸ ︷
. . . {{{{ ∅

ω times︷ ︸︸ ︷
}}}} . . .

with which to begin the transfinite iteration. Thus Zermelo’s approach will

require separate definitions for finite and infinite ordinals.

This observation can also be expressed in terms of a universal mapping

property. Recall that we think of VN as a functor F which takes the index

category N into Sets. A limit for such a diagram is defined to be an object L

together with maps αn : L→ Fn which makes the diagram commute

L

· · ·

0

α0

?
⊂ - 1 ⊂ -

α1
-

2 ⊂ -

α2

-
3 ⊂ -

α3

-
. . .

and which satisfies the obvious universal mapping property: for any other Z

equipped with such maps there exists a unique arrow Z → L making the com-

bined diagrams commute.

Thus Von Neumann’s approach proves its worth through definitions and

proofs which are at once more intuitive and more efficient than Zermelo’s com-

petitors. These advantages arise because the former definition instantiates the

structural features of N using parallel features in sets. The parallelism is for-

malized in the language of category theory, which can appear imposing, but
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the intuitions are quite simple. We derive arithmetic from our experience with

finite sets, abstracting away any particular character of the elements of those

sets. The best definition for the natural numbers inside set theory is one which

exploits this intuition.

1.5 Ontology and structural mathematics

In the foregoing I have argued that Benacerraf, blinded by ontology, misses the

real philosophical promise of structuralism: understanding the complex value

judgements which distinguish good mathematics from bad, important ideas from

formal games. We do distinguish between formally equivalent reductions of the

natural numbers, and we do so for structural reasons which manifest themselves

in clarity and efficiency.

It is an empirical fact that mathematicians today are, by and large, un-

concerned with ontological issues, and this has contributed to an unfortunate

disconnect between philosophers of mathematics and the object of their study.

Jean Dieudonné, a paragon of structural mathematics, puts it thus:

In foundations we believe in the reality of mathematics, but of course

when philosophers attack us with their paradoxes we rush to hide

behind formalism and say: “Mathematics is just a combination of

meaningless symbols.” (Dieudonné, [?])

In this section I will argue that structuralism can help us to understand this

position as well.

There are simply too many ontological approaches to tackle this subject

head-on, so I will consider instead a more focused question: is N a unique object?

This is certainly a question which any good ontology should answer and extant

philosophical answers fall on either side. Shapiro, for example, believes in a

unique natural number structure, arguing that this is any necessary feature for

a non-revisionist theory. Field, on the other hand, would be hard pressed to
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isolate a preferred physical copy of the natural numbers (see section 1). Our

discussion will require a bit more category theory, in particular the notions of

naturality and equivalence of categories.

After isomorphism, naturality is arguably the most important idea in struc-

tural mathematics; this was precisely the notion Eilenberg and Mac Lane sought

in their early investigations of category theory. Natural transformations form

the next rung of the structural ladder, giving us a notion of arrows which pre-

serve functorial structure just as functors preserve categorical structure.

Formally, a natural transformation η : F → G relates two parallel arrows

F,G : C → D. The data for a natural transformation consists of an arrow

ηC : FC → GC (in D) for each object C ∈ C. Naturality consists in the

requirement that this assignment is systematic, in the sense that it respects

transformations in the object C:

FC

F (f)

��

ηC // GC

G(f)

��

FC ′ ηC′
// GC ′

Recall that we thought of functors as constructions on categories, as when

we built a monoid of strings M(A) for each set A. Roughly speaking, a natural

transformation gives a means of building (some part of) the construction G in

terms of the construction F or vice versa. We will focus here on transformations

whose domain is the identity functor, meaning that the associated functors

should be constructed out of the data given to us as part of the category. Typical

examples include the Cauchy completion of a metric space and the double dual

to a vector space.

Building on this notion of naturality, we can introduce equivalence of cate-

gories. We have already seen that, at the object level, structuralists are more

concerned with isomorphism than identity. Since Cat is itself a category we
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have a notion of isomorphism for categories.7 However, isomorphism of cate-

gories is often too strong a condition to work with because it relies on equality

rather than isomorphism at the object level (i.e. F−1 ◦ F = 1C). This suggests

a natural weakening.

We say that two categories C and D are equivalent if there exist functors

F : C → D and G : D → C which “almost inverse”. Specifically, there must

exist natural isomorphisms 1C → G ◦ F and F ◦ G → 1D. If we unwind the

definitions, this just means that we have a collection of isomorphisms ηC such

that for any arrow f this diagram commutes:

C

C ′

f

?

ηC∼=

ηC′∼=

GFC

GFC ′

GF (f)

?

and similarly for arrows in D. Thus when we go around C → D → C we may

not end up at the same object we started with, but at least the resulting object

will be isomorphic. Because the isomorphism is natural, we also know that

whatever changes have been made are done in a systematic way.

Because structural features like products and limits are only defined up to

isomorphism in the first place, they are respected by an equivalence of categories.

Thus for such an equivalence we always have formulas like

F (A⊕C B) ∼= F (A)⊕D F (B)

F (A×C B) ∼= F (A)×D F (B).

These formulas should look familiar; they are a transcription of our definitions

for addition and multiplication in the Von Neumann ordinals into a more general

context.
7A functor F is an isomorphism if F0 and F1 are bijections; this is enough to ensure that

F−1
0 and F−1

1 form a functor which is inverse to F .
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Indeed, we can interpret cardinality in this framework, and to do so will

be instructive for understanding both equivalence and as a toy model for our

uniqueness question. Let Ord be the subcategory of Setsfin consisting of the

finite Von Neumann ordinals and all functions between them. An equivalence

between these categories is mediated by the cardinality functor

| − | : Setsfin → Ord

on the one hand and the inclusion ι in the other direction.

There is a substantial caveat: cardinality is not, in and of itself, a func-

tor. We know that a set A which contains n elements will map to the object

{0, 1, . . . , n − 1} ∈ Ord, but what of an arrow f : A → B? We would like

to define the dotted arrow in the diagram below by composing through the

isomorphisms at the top and bottom of the square,

A

B

f

?

∼=

∼=

|A|

|B|
?

but in order to do so we are forced to choose specific isomorphisms A ∼→ |A|

and B
∼→ |B|.8

The axioms of set theory guarantee such isomorphisms exists, but in general

there will be many to choose from. Once we make these choices, it is it is trivial

to check that we have an isomorphism of functors

1Sets → ι ◦ | − |.

The other composite, | − | ◦ i, is simply the identity on Ord. Thus we have an

equivalence of categories. However, but the transformation which mediates it

8We must also require that the chosen isomorphism n
∼→ |n| is the identity 1n for each

n ∈ Ord.
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is defined entirely by hand; we might say that Setsfin and Ord are equivalent,

but not naturally so.

This is a typical feature of equivalences; one direction often requires us to

make some arbitrary choices. These are guaranteed by our theory to exist, but

we have no canonical means of making the choices. Fortunately, the choice

rarely makes any difference in practice. This extra information is analogous to

the tags {∗, †} which we used in defining the coproduct; nothing is gained by

distinguishing a competing theory which uses {♠,♣}.

From any category C we can produce an equivalent skeletal category con-

taining one element for each isomorphism class. On one hand, we can choose

an an existing representative A∗ from the objects of C, as with von Neumann’s

definition. Alternatively, we might take a more ante rem approach in which

the objects of the skeletal category are (ontologically) distinct from those of

C. Often these are taken to be abstract entities which have all and only those

properties which define the structure.9 In either case, we still must choose iso-

morphisms between each skeletal object and each of the objects in the associated

isomorphism class.

Each of these strategies has its own advantages and drawbacks. The first

option, choosing an existing representative, is the most easily serviceable alter-

native as it does not require stepping out of our existing framework. However,

if we wish our skeleton to reflect some sort of ontological priority, as will be

the issue when we turn to N, we must have a principled basis for these choices.

The move to abstract objects might alleviate this concern, but brings along the

difficult questions of how we know and interact with such objects.10

We have already observed that structural definitions like products and limits

translate directly across categorical equivalence. This allows us, if we wish, to
9See Dedekind [?, dedekind1890]or such an articulation from an early structural mathe-

matician.
10Moreover, it is not at all obvious that these abstract objects would be unique if they exist,

although they are usually imagined as such.
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avoid the use of skeletal categories all together. Without ever defining cardinal-

ity and ordinal numbers, we could develop a theory of induction over arbitrary

well-ordered sets. However, there is some heuristic value in fixing representatives

of certain important structures like N and R. We often use these (relatively)

simple structures to probe more complicated examples as, for instance, when

we study a topological space X via the set of continuous functions X → R; one

rarely needs more than one hammer.

Now we would like to apply these observations to the question at hand: is

there a distinguished natural number structure which is ontologically prior to

the rest? The analogous statement in the set-theoretic context just discussed

would claim that Ord has primacy over Setsfin. This is precisely the claim

that some distinguished element of each isomorphism class is prior to the rest.

Few would think to make this claim in set theory.

One reason for this (there are certainly others) is naturality. Because we

must choose the isomorphisms A ∼= |A|, the relationship between ordinals and

finite sets is ad hoc. A structural relationship exists between these objects, but

it cannot reflect underlying ontology because the relationship depends on our

choices.

Natural number structures are, in contrast, uniquely isomorphic; any two can

be related in just one way. At a stroke this removes most of the choices that we

made in constructing our skeleton. Thus, in this case, the thesis of ontological

priority remains reasonable. Support for such a thesis will involves answering

the challenges above: either give a principled choice of some particular number

structure or provide a satisfactory account of abstraction.

Above and beyond these questions, though, I believe it is incumbent for the

philosophical structuralist to argue for why we need a definite ontology. The

machinery of structuralism, especially the notion of isomorphism, allows us to

translate between such ontologies at will. If two mathematicians opt for the first

route, but choose different representatives, one might wrongly believe her own to
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be the true number structure, but both will be correct that their choice provides

them with a satisfactory foundation for number theory. This observation holds

equally whether our structures are abstract or concrete.

Attempting to pin down ontology more concretely than this forces us to

include unnecessary baggage in our mathematical theory, baggage which does

not impinge on number theory at all. Doing so may even be counter-productive,

as it denies the possibility that mathematics may find its ontology in many

places. Why should the ontology of counting pebbles be the same as that of

running electrons through a silicon chip? The same mathematics applies to

both situations because they share a common structure, but this by no means

implies that manual and digital counting share the same underlying ontology.

Mathematics offers us many deep philosophical questions: Why is math-

ematical truth certain? How can formal theories help us to understand the

physical world? Are mathematical objects causal and, if not, how do we come

to know about them? Indeed, I believe that the cognitive functions underlying

our mathematical ability are intimately tied to, if not coextensive with, those

which allow for language and higher thought. Philosophers have long sought an

ontological definition of mathematics which can help us to address these ques-

tions. I fear, though, that we may have missed the forest for the trees, vainly

searching for a single ontology and allowing the more interesting question to

molder. It is time we looked for new approaches to address these questions.
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